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1 Introduction

Audio Classification Task [1] is a task that aims to

classify audio signals into different categories. For

example, audio can be classified as the human voice,

animal voice, music, etc.

The application scenarios for audio classification

are extensive. For example, it can be used in

some smart devices, such as smartphones and smart

speakers, for recognizing speech commands and im-

plementing intelligent control functions. In addi-

tion, audio classification can assist in speech en-

hancement [2] and generic sound separation [3]. For

speech enhancement, audio classification can clas-

sify the categories of noise contained in the audio

for better noise removal [2]. For generic sound sep-

aration, audio classification can also assist in deter-

mining the types of sounds present in the audio and

using more appropriate embeddings for better sep-

aration of sounds [4].

Transformer [6] is a neural network architecture

proposed in Natural Language Processing (NLP)

for sequence processing. Unlike traditional recur-

rent neural networks (RNNs), it uses an attention

mechanism to process sequence data, which allows

it to process elements of a sequence in parallel, thus

significantly improving the efficiency of training and

inference. It consists of two main components: an

encoder and a decoder. The encoder maps the in-

put sequence to a fixed dimensional internal repre-

sentation, while the decoder transforms the internal

representation back to the output sequence. The at-

tention mechanism allows the encoder and decoder

to ”pay attention” to specific input elements as they

process the sequence and capture the relationships

of these elements in the internal representation. It

allows the Transformer to handle long-range depen-

dencies, i.e., relationships between elements farther

away in the sequence.

In recent years, with the great success of

Transformer-based models [7, 8, 9] in image clas-

sification task, which use only the encoder part of

Transformer to finish classification task. They have

also started to be used in many different areas. One

of the more crucial areas is audio classification.

Some research [10] has generalized the

Transformer-based models from the image do-

main to audio classification tasks. They firstly

transfers the audio signal from auditory to vi-
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sual features through spectral conversion like

log Mel Spectrogram, then uses the Transformer

architecture for classification.

However, the spectrogram is different from a typ-

ical picture in image classification. For the spec-

trogram, one of the two dimensions represents the

frequency components that make up the audio, and

the other represents the time frames. In contrast, in

ordinary pictures, both dimensions have the same

physical meaning.

The patching methods used in image classification

models may not be suitable for audio signals due

to the different physical characteristics of images

and audio. For example, applying square patches

commonly used in the picture classification domain

directly to the audio classification task may trun-

cate features that should be continuous in the fre-

quency domain, increasing the learning difficulty of

the model and resulting in poor final classification

performance. Although some researchers have tried

to reconstruct the relationship among the patches

using positional embedding [5], it still increases the

burden of the model because square patches intro-

duce two dimensions into the feature map. To ex-

plore this issue, in this paper, we investigate the

effects of various patching methods in audio sig-

nal processing on the performance of transformer-

based audio classifiers[10]. The experimental results

show that the time-shift patch usually outperforms

the square patch when targeting audio classification

tasks.

2 Conventional Method

2.1 Vision Transformer

Vision Transformer (ViT) [7] is a Transformer-

based classification model in the vision field, which

can be used for image classification. It decomposes

an image into a series of feature maps. Then it pro-

cesses them using the Transformer architecture. The

structure is shown in Fig.1, and the classification

process follows.

ViT extracts the multi-channel feature map from

the input image by a 2D convolutional layer and

flattens it into a sequence of patches at the begin-

ning. Then, input the feature map sequence added

with element-wise positional embedding into the se-

ries encoder part of the Transformer. Within these

encoders, Multi-head Self Attention mechanism is
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Fig. 1 The structure of ViT

Fig. 2 The structure of DeiT & AST

used to process the input to concentrate all the fea-

tures into the first ‘CLS’ token. Finally, the model

will use the CLS token to generate a prediction vec-

tor where each element corresponds to a possible

category. The prediction vector is converted into a

probability distribution using the softmax function,

and the category with the highest probability will

be seen as the image’s classification result.

2.2 Data-efficient Image Transformer

& Audio Spectrogram Transformer

Data-efficient Image Transformer (DeiT) [8]

is a variant of ViT, which add one more distilla-

tion (DIST) token after the CLS token. The feed-

forward process is very similar to ViT, except that

it classifies by calculating the mean value of CLS

together with DIST. Audio Spectrogram Trans-

former (AST) [10] applies this model to the audio

classification task. In the original training progress

of DeiT, the researchers used another CNN-based

model as the teacher model to do some knowledge

distillation work, which means that the DIST to-

ken is utilized to get the distillation information.

However, because there is no suitable teacher model,

AST directly considers it as another CLS token for

training and inference. The structure is shown in

Fig.2, and the classification process follows.

Fig. 3 The structure of ConViT

2.3 Convolutional Vision Transformer

Convolutional Vision Transformer (ConViT)

[9] is also a variant of ViT, which replace the Multi-

head self-attention with Gated Positional Self At-

tention (GPSA). Moreover, it uses different initial-

ization to make each head extract the compressed

information of the whole input data. The structure

is shown in Fig.3, and the classification process fol-

lows.

3 Proposed Method

As shown in the left two subfigure of Fig. 4,

original ViT, DeiT and ConViT used no overlapped

patch with the size of 16 × 16. Furthermore, Audio

Spectrogram Transformer (AST) just added 6 ele-

ment overlaps to DeiT along both dimensions of the

frequency axis and time frame axis.

However, the feature map of the spectrogram in

the audio field has different physical meanings from

the picture of the vision field. It may lead to more

burden for the models to catch the intrinsic charac-

teristics from the audio signal when directly using

the square patch as the Image Classification task,

which might cause lower performance.

To deal with this problem, we proposed the Time-

shifted patch for DeiT and ConViT so that they

can be much more suitable to apply to the audio

classification task.

Fig. 4 The patching methods of different Trans-

former based models

Time-shifted patching mechanism: Firstly
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we use log Mel-filter banks fbank(.) to pre-process

the audio A and represent it as S (S ∈ RMb×Tf ),

where Mb denotes the number of Mel bins and Tf

denotes the number of time frames.

S = fbank(A) (1)

And then, get the sequence of input patches Sp

by passing the log Mel spectrogram through a con-

volutional kernal ConvMb×Ts
(.) with kernel size of

[Mb×2Ts] and stride of [1, Ts], where Ts denotes the

time shift length.

Sp = ConvMb×Ts
(S) (Sp ∈ R1×(

Tf
Ts

−1)) (2)

After that, input the sequence to the model f(.) to

get the feature map Fm.

Fm = f(Sp) (Fm ∈ ROd) (3)

where Od is the output width of the Transformer

model we set.

After getting the feature map, then use a multi-layer

perceptron Mlp(.) to extract the category informa-

tion Pc from the feature map Fm and softmax it to

get the probability of each category.

Pc = softmax(Mlp(Fm)) (Pc ∈ RNc) (4)

where Nc means the number of target classes. Fi-

nally, the highest value corresponds to the predicted

positive class.

4 Experiments

4.1 Datasets

ESC-50 [11] consists of 2,000 5-second environ-

mental audio recordings organized into 50 classes.

Speech Commands V2 [12] is a dataset consists

of 105,829 1-second recordings of 35 common speech

commands. The training, validation, and test set

contains 84,843, 9,981, and 11,005 samples, respec-

tively. We focus on the 35-class classification task.

4.2 Experimental setup

Model design. We set 768 as the embedding di-

mension. Moreover, their original patch size in the

image field is 16 × 16. To confirm that the time-

shifted patch size is better than the square patch,

we proposed patch size of 128× 16 based DeiT and

ConViT. However, this patch size includes 2048 el-

ements, much greater than 768. So we also tested

the patch size of 128×6, which equals 768. In order

to verify the effectiveness of the time-shifted patch

and the significance of the frequency continuity, we

also did experiments on the patch size of 64× 6 and

64× 12.

Data pre-processing. For training progress,

we used log Mel Spectrogram to represent the fea-

tures from the audio signal with a sampling rate

and length of 44.1 kHz 5 secs for ESC-50 and 16

kHz 1 sec for Speech Commands v2, Mel bins of

128, each frame length of 25, time shift of 10, and

randomly zero-pad both sides of the time frame

axis fbank to predefined time frame length (512 for

ESC-50, 128 for Speech Commands v2). Then add

four 8-length time masks for ESC-50, two 6-length

frequency masks and two 8-length time masks for

Speech Commands v2. After that, sample-wisely

normalize the fbank. Finally, add some random

noise scale from -0.01 to 0.01 to the fbank and roll

at most 1
4 length along the time frame axis. For

evaluating progress, we remove all the masks, noise

and roll-up process.

Training. We trained all these models for 200

epochs by Adam optimizer with an initial learning

rate of 2× 10−4, betas of (0.9, 0.999), weight decay

of 0.01, and decreased the learning rate by Cosine

Annealing Warm Restarts scheduler with T0 of 29,

Tm of 2, eta min of 2×10−6. Due to the GPU mem-

ory limited, we set the batch size as 40 on ESC-50

and 320 on Speech Commands v2 for Time-shifted

DeiT, 16 on ESC-50 and 192 on Speech Commands

v2 for Time-shifted ConViT.

All these models were implemented with Pytorch

and trained by eight 12GB RTX2080Ti GPUs.

4.3 Evaluation

For ESC-50, we used the official 5-fold cross-

validation to check the performance of all these mod-

els. For Speech Commands v2, we used the official

test set to check the performance. We set the metric

as Accuracy.

5 Results

In this section, we compared the performance of

DeiT and ConViT with different patch sizes on ESC-

50 and Speech Commands v2 after supervised train-

ing from scratch in Table 1.

In the experiments of Table 1, to make the exper-

iments fair, we used no overlap on the dimension of

frequency bins (the first dimension of the patch size)

for all models and a half overlap on the dimension of

time frame (the second dimension of the patch size).

As the results shown in Table 1, the performance

demonstrates time-shifted patch is superior to the

conventional patch for these two ViT based models,

which uses less calculating resources but increases by

5.25% for DeiT (AST), 9.50% for ConViT on ESC-

50 and 7.14% for DeiT (AST), 3.15% for ConViT on

Speech Commands v2. When we artificially break

the continuity in the frequency domain by chang-

ing the first dimension of the patch size to half the

number of Mel bins (from 128×6 to 64×6), the per-

formance decreases. This experiment also proves the

significance of the contiguous information of whole

frequency bins.
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Table 1 Performance and GPU memory cost (inference with batch size of 100 on ESC-50) of different

patche sizes based Transformer

Model Patch Size Memory Cost
ESC50

Speech Commands v2
fold 1 fold 2 fold 3 fold 4 fold 5 full

16× 16

(conventional)
4959MB 56.50%58.75%58.00%62.00%55.75% 58.20% 86.69%

128× 16

(proposed)
1751MB 57.25%60.00%63.50%66.50%63.50% 62.15% 93.32%

DeiT
128× 6

(proposed)
2519MB 60.25%59.75%64.50%68.75%64.00%63.45% 93.83%

64× 6

(proposed)
3179MB 62.25%57.25%60.50%68.50%59.00% 61.50% 92.79%

64× 12

(proposed)
2455MB 61.00%57.75%59.50%63.50%57.75% 59.90% 92.23%

16× 16

(conventional)
10369MB 56.50%57.00%53.50%64.75%56.75% 57.70% 91.50%

128× 16

(proposed)
1985MB 63.25%62.00%65.50%67.50%62.00% 64.05% 93.40%

ConViT
128× 6

(proposed)
3021MB 63.75%66.50%68.25%71.25%66.25%67.20% 94.65%

64× 6

(proposed)
6945MB 59.25%60.00%61.75%66.25%59.75% 61.40% 94.38%

64× 12

(proposed)
3407MB 60.75%61.25%59.50%66.75%58.25% 61.30% 93.18%

6 Conclusion

Due to the different physical nature of ordinary

pictures and audio spectra, the direct use of the

patch method from picture classification to audio

spectrogram will ignore or even destroy some of the

audio information in the contiguous time-frequency

domain. Therefore, we need to preserve this infor-

mation as much as possible. Based on this, we pro-

posed several Time-shifted Transformer based audio

classifiers, which means setting the first dimension of

the patch size the same as the number of Mel bins of

spectrogram so that it can extract information from

the whole contiguous frequency. In the case of train-

ing from scratch, Time-shifted patch achieved 5.25%

higher for DeiT (AST) and 9.50% higher for ConViT

on ESC-50; 7.14% higher for DeiT (AST) and 3.15%

higher for ConViT on Speech Commands v2. More-

over, when we set half of the number of Mel bins

as the first dimension of the patch size to destroy

the continuity, all these models showed performance

degradation. All these pieces of evidence demon-

strate the necessity of Time-shift patch for Trans-

former based audio classifiers but also demonstrate

the importance of continuous frequency domain in-

formation input for sound classification tasks and

provide a direction for future work.
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